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COMPUTATIONAL ECONOMICS

Paul Humphreys
1.Introduction

Computational economics is a relatively new research technique in economics, but it is inexorably taking its place alongside the more traditional methods of general theory, abstract modeling, data analysis, and the more recent experimental economics. The term `computational economics’, however, currently has no determinate meaning. In contemporary use, it refers to a heterogeneous cluster of techniques implemented on concrete digital computers ranging from the numerical solution of the Black-Scholes partial differential equation for pricing options: 

V/t + ½2S2 2V/S2 + rS V/S - rV = 0

through automated trading strategies to agent-based computer simulations of the evolution of cooperation.
 Because of this heterogeneity, I cannot attempt to provide a comprehensive coverage of the topic in this article. Another reason for this restricted scope is that many of the methods used in computational economics have considerable technical interest but no particular philosophical relevance.  For example, despite their practical importance, computationally assisted methods such as solving agent pricing schemes using Lagrangian multipliers so that revenue is maximized for a seller faced with an buyer whose preference profile is unknown introduces little that is methodologically new, because this is a familiar problem in the calculus of variations and the properties of the algorithms and implementations are well established. To partially compensate for the omissions, specific topics such as the application of computational techniques in neuroeconomics and the use of computers in  experimental economics will be passed over in favor of methods that are widely employed and are characteristic of approaches used in the area. Moreover,  those areas that are included will illustrate the fact that computational economics is not simply a sub-domain of mathematical economics.


A core philosophical issue is the extent to which the methods of computational economics are peculiar to economics instead of consisting in cross-disciplinary methods that are drawn from, or applicable to, other sciences. The division between the two methodological situations is not particularly neat but in this author’s view, one of the salient features of computational economics is that it is characterized primarily, although not exclusively, by the methods used and not by the subject matter to which it is applied. (An extended discussion of how subject matter specific content affects the construction and evolution of models and simulations can be found in Humphreys [2004], Chapter 3.) Although applying the Black-Scholes equation to European markets, for example, does require subject matter specific inputs in order to fit the model to the domain specific content, the equation itself can be transformed into the familiar heat equation from physics. To take another example, many economic systems can be modelled by techniques drawn from the area of self-organizing systems, these methods also having important applications in biology. The domain of computational economics thus overlaps in important ways with the domains of computational biology, computational physics, and a number of other areas including the generic field of complexity theory. Because of this, posing the question of whether computational economics  counts as a separate sub-discipline of economics is a question that in a certain sense misses the point. Just as many methods of econometrics are applicable to sociology, agriculture, and other areas, and indeed must be in order to include variables from those areas in, for example, economic models of land use, so too are the methods of computational economics. These cross-disciplinary aspects should  not lessen the interest of these methods for economists.

2. Why Computational Economics?

There is no sharp divide between the pre-computational era and the era of computational economics; nonlinear business cycles were studied in the 1940s and 1950s (e.g. Hicks [1950],  Goodwin [1951], Tobin, J. [1955], see  Krugman [1996] for these and further references) and the first explicitly computable general equilibrium model was developed by Johansen in 1960. (Johansen [1960]). Nevertheless, computational economics has gradually developed its own distinctive research methods that distinguish it from traditional mathematical economics and one of the characteristic features of the approach is that it does not fit neatly into the traditional methodological categories of theory, observation, and experiment. A useful parallel to use in understanding the nature of the issues involved is the introduction of optical instruments into science. The invention of the telescope and the microscope forced scientists to face the possibility that they could acquire  knowledge of phenomena that were not  directly observable and that this situation required  new kinds of representation and conceptualization in order to effectively understand those phenomena. In a roughly analogous way, most processes in computational economics and many of the outputs are not directly accessible to or verifiable by humans, and the need to develop new techniques to represent and understand them lies at the heart of many of the methodological issues peculiar to computational economics.


This representational issue is one aspect of a feature that runs through computational economics and which we can call the interface problem.  The interface problem is familiar to us in other forms. In one version, the desire to distinguish between observables and unobservables in traditional philosophy of science is driven in part by the fact that it is the observable aspects of phenomena that constitute the interface between humans and the world and the unobservable processes linking those observable phenomena are not directly accessible to humans. In another version, the need to present large data sets using representations that allow humans to identify structures embedded in those data poses a problem that has been around since the beginning of statistics. With the advent of ineliminable computational methods in parts of economic practice, another form of the interface problem presents itself because in most cases, the details of the intervening computational processes will not be directly accessible to us. 


Underlying the interface problem is the assumption that science is human science and this assumption has driven, whether explicitly or implicitly, all previous philosophy of science. Although there are fascinating issues connected with the possibility of a completely automated science and some methods of contemporary automated trading come close to implementing it, for the foreseeable future humans will continue to play an important role in computational economics. This means that the epistemology of the input and output interfaces of computational economics must accommodate human limitations and abilities on the one side and those of the computational intermediary on the other.


With this in mind, let us call the methods of traditional theoretical economics (TTE) those modes of investigation that use unassisted a priori reasoning based on explicitly formulated, humanly accessible, theories and general principles of economics. As such, TTE forms the basis of much of traditional mathematical economics as well as constituting the principal method in political economy and related disciplines. We can call its counterpart that abandons this requirement of human accessibility computational theoretical economics (CTE).


An important distinction to make is between representation and computation. Representation has been the main focus of the philosophical literature about theories and models but for purposes of application computation is at least as important. It is this desire for computational methods that will produces solvable representations that is partly the reason for the often mocked excessive idealization of economic models. Severe idealizations are needed in many cases, despite their lack of realism, in order to force the models into computationally tractable forms. Without such idealizations, TTE suffers from severe limitations on its domain of application. The most common limitation is that the mathematical model employed has no analytic solutions. There is no precise definition for the term `analytic solution’ but two things are generally accepted: first, that the class of analytic solutions and the class of  closed form solutions are the same and secondly, that to have a closed form solution  is to have a solution which is representable in terms of finite combinations of simple functions. The reason for this relatively casual treatment of such a commonly used term is important. The reference to `simple’ functions – that is those functions that appear simple to humans with their limited cognitive abilities – is once again a result of the interface problem  and the accompanying desire within TTE to have exact, universal, results that are transparently comprehensible to suitably trained humans. Once one drops this emphasis on humans as the ultimate or sole beneficiaries of the models, some, although not all, of the motivation for emphasizing this restricted class of analytically solvable models disappears. CTE can provide approximate solutions to models that are analytically intractable and graphically present solutions in ways the enhance our unaided mental representations. 


I said `not all’ of the motivation disappears, because even within computational economics  analytic results are desirable, because they allow us to calibrate outputs from numerical simulations against those results as a check on the validity of simulation outputs. In some cases, it is provable that no analytic solutions exist.
 But even in the absence of such a proof, computational approaches constitute the only feasible methods in many areas such as sector economics because models that do produce analytic results are generally recognized as being too simple (See Kendricks [1996], p.296) .


To take another example, financial markets consisting of heterogeneous agents are very difficult to model analytically and one tactic to circumvent this difficulty is to drop down to representative agent models (see LeBaron 2006), an approach that has been criticized (e.g. Hartley [1997]) as failing to adequately address the Lucas critique. An alternative to introducing excessive idealizations in economic models is thus to recognize that what is complex to a human is not necessarily complex to an even moderately powerful computer and to trade exact solutions for approximate solutions and universal solutions for finite pointwise results. We thus have what we can call the trade-off decision: whether to achieve increased realism and increased scope at the cost of decreased epistemic transparency, a tradeoff that has obvious parallels in the older debates about scientific realism.


This inability to precisely predict states of a system frequently requires us to drop the insistence on exact quantitative representations of a system and to emphasize the importance of understanding the qualitative structure of a system. Dynamical systems theory has long conceded that point in physics by switching from numerically precise predictions to topological representations and there is now a recognition that this can be beneficial in computational economics as well:`Phase space representations of dynamic systems are extremely common in modern economic analysis. ...Before the mid-1970s, nearly all dynamic models in economics were globally stable; that is, the phase landscape was assumed to be like a bowl, a single basin of attraction in which all points drain to a single long run equilibrium. Since about 1975 it has become common also to work with models in which the phase landscape looks like a saddle – and in which some set of forward looking variables, such as asset prices, is determined by the assumption that the economy is always on the ridge that is the only path to long-run equilibrium.’ (Krugman 1996, p.32) 

There is one other representational aspect of the interface problem. Consider the way that theories and models are represented.  There is no denying the importance of results showing what can and cannot be done in principle in various highly abstract languages, such as the lambda calculus or second order logic. But the representational devices which computational economics uses are specific programming languages and these have different strengths and weaknesses. MATLAB is proficient at matrix operations and numerical computation and thus is useful for such tasks as portfolio optimization, GAMS (General Algebraic Modelling System) is specifically designed for optimization problems, Mathematica as a general purpose numerical and symbolic processing language with excellent graphical capabilities, and so on. It is not simply that these high level languages have different processing abilities; they can make a crucial difference in how models are conceptualized and developed. Object oriented programming environments such as Java requires a different kind of conceptualization of a problem than does functional programming.


3. Computational Complexity and Technological Constraints

An important feature of computational economics is that informed applications of its methods require a more refined taxonomy of `computable’ than is provided by the traditional accounts of recursion theory.
 Important as they are,  the familiar categories of  abstract computability, captured by well known accounts in terms of general recursion, Turing computability, and so on are not directly relevant to the concerns of computational economics. Instead, there are two relevant issues that must be kept clearly separate. The first is where a given problem falls within the various classes of computational complexity. At present, there are hundreds of such classes, but the most important are problems falling into the classes P, NP, and PSPACE. A problem is in P if it can be solved in polynomial time; that is, if there is an algorithm which can produce the correct answer (Yes or No) on a deterministic Turing machine for any input string of length n in at most nk steps, where k is a constant independent of the input string. This must be the same algorithm for each n – it cannot vary with n. The importance of this class is that it widely considered to contain all those problems that can realistically be solved computationally when one is restricted to the kind of computability captured by Turing machines.  A problem falls into the class NP just it case it is solvable in a number of steps that is a polynomial function of the length of the input on a non-deterministic Turing machine. Unless P = NP, which is a famous open problem in complexity theory (although the general view is that there are NP problems that lie outside P), any problem that is in  NP has instances that will resist any realistic attempt at an exact computational solution.
 These problem classes are of more than theoretical interest to economists. For example, presented with a game in extensive form, discovering whether it has an equilibrium in pure strategies is an NP-hard problem.
 (See Blair and Mutchler [1993], cited in McKelvey and McLennan [1996], p.115)


It is important to note that although the literature often informally talks of P and NP problems in terms of the amount of time needed to compute their solutions, the relation between the number of computational steps needed and the amount of actual time needed inescapably adds technological considerations to these abstract classifications. The fact that a problem is P does not mean that it is feasible to compute it with currently available resources and indeed computational load problems are a second important constraint in many areas of CTE.  This means that one of the distinctive features of computational economics is that methodological issues are often inseparable from technological considerations so that the speed, memory capacity, and architecture of current computers are frequently inescapable constraints on what can be computed in practice. And so just as the limitations of a priori methods led to limits on TTE models, these technological constraints force various degrees of simplification, idealization, and approximation even within CTE. One must therefore often pay attention to the computational resources that are currently available, in addition to economic theory and data, when constructing computational models. Finding all the Nash equilibria in a finite N-person game for N > 2 is computationally intensive, the methods that are effective for 2 person games cannot be extended to the more general case, and  there is usually a delicate balance between the global convergence of a method for finding Nash equilibria and the speed of that process. (See McKelvey and McLennan 1996, pp.106-7). To take a different type of example, within agent-based models a model society will often be significantly smaller in terms of the number of agents it contains than is ideal to represent the population of a real society and the agents will have significantly fewer characteristic than do real agents. Increasing the topological connectivity of a fitness landscape will radically increase the computational demands of the model. It is in fact the computational load issue for humans that forces the adoption of these techniques in the first place: for Leontief input-output models with multiple industries, the impossibility of inverting the matrices by hand requires computational methods to be used. 

These sorts of considerations are commonplaces for computational economists, and they are mentioned here with a philosophical audience in mind because such practical considerations are viewed as irrelevant within traditional philosophy of science. For the purposes of understanding how computational economics is applied, however, we need to shift away from the highly idealized `in principle’ a priori methods of traditional philosophy of science and towards approaches that take bounded computational resources seriously. This once again makes the use of computational methods different from the introduction of a new mathematical technique.  For example, is there a difference between on the one hand the inability at a given time to solve an open problem in mathematics using only traditional a priori methods because no human mathematician has yet been clever enough to invent a solution technique, and on the other hand the inability to provide a solution to a model in mathematical economics because the necessary computational power is not currently available? If we are interested in the issue of scientific  progress, yes, because it is possible to predict, often with a fair degree of precision, when the available computing power will become available – Moore’s Law is simply the best known basis for such predictability – whereas it is not possible to make such predictions for human conceptual breakthroughs with anywhere near the same degree of accuracy.


And so it is worth considering the category of feasible computability, where a function is feasibly computable, FC(D,A,t), over domain D within time t just in case it is demonstrable that the estimated computing power needed to produce a correct output for the function using algorithm A at an arbitrarily chosen argument in D is technologically possible, even if not currently available
. Demonstrability can take the form either of a proof or of an empirical demonstration. Finally, we have current computability, CC(D,A,t), where a function is currently computable over domain D using algorithm A within time t just in case FC(D,A,t)  and there currently exists a concrete computational device that produces the correct output from A for an arbitrary argument from D within time t. Humans form one such class of computational device.

4. Agent-based modeling

An important component of computational economics is agent-based modeling, which is characterized by a direct modeling of the relationships between the economic actors. Within agent based models, there is ordinarily no global representation of the economy, and direct modeling of agent interactions rather than computational processing of antecedent theory is the focus.


Adapting the approach of Rasmussen and Barrett [1995], we can distinguish five objects of interest.

1. A real system S that is to be simulated.

2. A collection {Si} of models of subsystems of S.

3. An updating function fi for each Si together with an updating schedule U. The fi can be a function of the internal state of Si alone, or of the states of other systems Sj in addition to, or in place of, the state of Si. The updating schedule can be simultaneous, sequential, random, etc. I assume here that the time t is the same for all Si and for simplicity, I shall assume that the updating rules do not depend on the time t.. So, let Si, i= 1,2,...,n be a collection of systems, which may or may not have internal structure. Each Si has an intrinsic state si(t) at time t. The dynamics for si are given by si(t+1) = fi(s1,,...,sn,t), which involves transitions in the intrinsic state of  si and interactions between si and other systems sj. 

4. A simulation Sim of S based on the models Si. 

5. The implementation of Sim on a concrete device C. 


A major issue within this approach is the relation between the local dynamics of the subsystems and the global dynamics of the entire system. As Rasmussen et al. [1997] put it:

`...in general no explicit, closed form function F : X -> X exists that takes the current global state

X(t) = (s1 (t),...,sn(t))  X  
(5)

and maps it into some other state in the state space X
F(X(t)) = X(t+1)

(6)

Such a function is only implicitly given through [the updating schedule]... Obviously, the classical dynamical systems which can be explicitly written in the form (6) are special cases...’


Roughly, the reason is this. A single time step in the simulation’s dynamics has an explicit representation that will in general be a function only of the states of those other agents that are involved in direct relations with the given agent. But as the dynamics are iterated, the number of agents whose states indirectly affect the state of the focal agent will steadily increase. For example, suppose that agent A’s assets are initially affected only by trades with agents B, C, and D. But at the next step, the assets of B, C, and D will have changed through their trades with E, F, and A itself and one has to calculate the step 1 values for those agents before performing the step 2 calculation for A. These calculations cannot be compressed in general because they are a function of the number of time steps involved. Thus, although we may have an explicit representation of the output from the economic system at any given time, this can be generated only by running the dynamics for the subsystems and there is never an explicit representation within the simulation for the dynamics of the economy as a whole.


Note that for the issue of realism, there is no basis on which to deny that the dynamics of the simulation Sim (and therefore, perhaps, of the simulated system S) are real, even though we have no explicit representation of them. To put it in more familiar philosophical terms, if one wants to argue for the existence of specifically macroscopic economic mechanisms, some means other than representational realism will be needed. So any philosophical position, such as Quine’s, that has as a sufficient condition for a realistic commitment, or even approaches realism through, an explicit formal representation is inapplicable and must be replaced by some other criterion. As in other areas, it is the dynamical aspects of simulations that are crucial in producing the states that contain candidates for realist claims as opposed to the static representational perspective of models and theories. 


The need to introduce a new explicit representation into the simulation supports the idea that, at least conceptually, these kinds of simulations within computational economics give rise to emergent features. This has been argued for explicitly under the framework of `weak emergence’ by Mark Bedau (Bedau [1997], [2003]). One of the central techniques in this area is the investigation of self-organizing systems as a way to gain insights into invisible hand processes such as optimal pricing in markets resulting from many local interactions between economic agents . The emergence and persistence of structures in dynamic systems can be effectively explored with computational techniques in ways that is not possible using only traditional a priori methods. These structures, such as income distributions, or the persistence of a trade in a sector of a city, are often stable under the replacement of the individuals whose activities give rise to those structures and thus count as emergent under the commonly used criteria of novelty and autonomy. Thomas Schelling’s famous segregation models were some of the first examples of this kind;  other examples are patterns of land use within land markets (Parker, Evans, and Meretsky [2001]) and various market clearing prices (Epstein and Axtell [1996]).

One philosophical interest of agent based modeling derives from what used to be called methodological individualism. Its goal is to replicate known and to discover previously unknown economic phenomena using only `bottom up’ mechanisms between individuals and in this sense it is to be contrasted with results derived from models of `top down’ centrally planned economies.  Results from agent based models can be used in two ways. The first is to use policy interventions based on the model. If a recognizable and stable economic structure or process emerges in the population of agents as a result of iterated interactions between the agents, and the reigning political sensibility is primarily individualistic, such results can be used as a guide to generating that structure in a real economy assuming the structure is desirable, and avoiding it if not.  The second use is explanatory and is much more problematical. The fact that a regularity or structure can be generated in this way within a model does not entail that the model accurately represents the way in which that regularity or structure is generated in real systems. Indeed, the ease with which computational models can be adjusted and refined in order to achieve a given output makes the underdetermination problem a pressing issue for computational economics. It is another reason why having a substantive, well-confirmed theory of the economic mechanisms behind the simulation is vital. 


A third use of agent based models is for prediction. Rather than carry out a large-scale social experiment or extrapolate from a small controlled experiment, a computational model with the desired features can be used to simulate the dynamics of a society consisting of agents with specified characteristics under a new policy and the consequences can be assessed. This use can be contrasted with the policy intervention approach. In the latter case, rather than making predictions from initial conditions and rules based interactions as is done in predictive models,  the goal is to find the appropriate kinds of interactions that will produce the state that the policy requires. (Because these models are usually statistical, the exact initial conditions are of less importance and indeed, less often under the control of policy interventions.)


A fourth use involves the exploratory use of models. In this approach, the principal aim is gaining qualitative insight into broad structural features of an economy, including situations that are rarely if ever found in real societies. In exploratory uses, negative results can be as important as positive results, in the sense that one might identify characteristics of a society with undesirable economic characteristics and use the information to prevent such characteristics from finding their way into real social systems. In systems with multiple equilibria, for example, an question is why some of these possible states are not observed in real economic systems.
5. Normative and Descriptive Models

The distinction between descriptive models and normative models is a familiar one in economics but it takes on a different form within computational economics. One of the original motivations for investigating models of bounded rationality was the experimental discovery that human agents violated prescriptive rules of rationality in their decision making processes, whether those rules were decision theoretic, probabilistic, or based on some other criterion of rationality. Subjects often violated those rules and replaced them with heuristic procedures that allowed sub-optimal choices developed within the applicable resource constraints, be they temporal, cognitive, or economic. To put the conclusions of that research crudely, people can’t and won’t do complex calculations in their heads. It takes too long, humans make too many mistakes, and exhaustive searches in the opportunity space cost too much. It must be kept in mind, however, that these results were motivated by psychological considerations and their universal validity as principles of inference has not been established.


Indeed, within certain areas of computational economics the motivation for using these heuristics is largely irrelevant. For example, it can no longer be assumed that the other players in financial markets are humans. In 2005, 6% of the daily Nasdaq trades and 4% of the NYSE daily trades were made by a single automated trading company, Automated Trading Desk, LLC.
 Within the area of algorithmic trading, the other agents routinely include automated traders using strategies that have been developed by genetic algorithms and institutional investors that have massive computational power at their disposal. Statistical arbitrage has also become a well established technique in equity trading. This makes any evidence that various heuristic procedures  have strategic benefits for humans compared to the use of unassisted a priori reasoning irrelevant and assumptions about one’s opponent that are drawn from human evolutionary data ill-advised.
 This allows the vast literature on evolutionary and behavioral psychology, for example, to remain of interest to parts of the law and economics community, but of decreasing relevance to the investment community. We do not need to be limited by evolutionarily based abilities in the way that some contemporary accounts based on evolutionary psychology suggest.


So, appealing to an old philosophical maxim that `ought’ implies `can’, what kinds of possibilities are relevant within computational economics as necessary conditions for what ought to be done?  It is generally the complexity of the state space that forces constrained rationality. Although one might be interested in how simple strategies can exploit complex state spaces, if one can instead formulate a computationally implemented adaptive strategy that exhibits superior real time performance, it would be irrational not to use it. There are definite limits to this superiority because one of the negative features of computational models is that their ability to deal with multiple parameters leads to very large-dimensional state spaces. Because of their size and the frequent inability to know a priori which areas of the state space to explore, exploratory research of selected parts of the state space plays a significant role in these approaches and developing criteria for which parts to explore becomes critical. Once again, the use of substantive theory coupled with economic insight is important. 


One issue that is brought out clearly by agent based models, although the conclusion does not require the approach, is the narrowness of views that consider economics to rest on a foundation of individual psychology.Within such models, there is an important difference between using agents that lack cognitive abilities, one example of which are regional economies, and the use of intelligent agents which can be not only individual economic actors but companies and similar organizations exhibiting collective intelligence.


The difference between the two types of agent has an important effect on holistic features of the system. There are at least two levels of influence on agents; local interactions between the agents and global properties such as unemployment rates, markets, social constraints etc. Since agents interact pointwise within most agent based models, but at each stage the price for a commodity depends on all of the interactions in the society, there is feedback from the entire system to the individual agents. Whether this will have an effect depends upon the agents having cognitive access to the entire structure. Non-cognitive agents will see only local features, whereas cognitive agents will have global information.

6. Data-Based Models

Data-based modelling begins with time-series data or cross-sectional data drawn from real economies and is characterized by a much lower reliance on general theory. Most econometric models are data-driven in the sense that although the choice of variables and the plausibility of various causal connections may be guided by an appeal to theory, the generation and refinement of

the model is primarily a result of structural features found in the data. Some areas of economics such as financial markets have access to massive data sets, often recording every trade made and the quantity of data involved makes it impossible to process without the aid of computers. Furthermore, because these databases are directly encoded into machine readable form, they present themselves directly as information. Thus, unlike information-theoretic accounts of physics or of genetics, where the information results from the way physical or biological phenomena are represented, some economic data naturally occur as information. 

It is sometimes claimed that the world itself is a computational device that computes its own successive states. While this claim is not immediately plausible for many areas, it is not unreasonable to think that financial markets, for example, are  computational systems, with agents (whether human or otherwise) explicitly calculating optimal pricing and exchanging information. So as compared with information theoretic accounts of physics, this is plausibly realistic and not just representational. However, there is the issue of how the inputs should be represented. If there is a human intermediary between the data and the computation, then the information has to be presented to the human in a way that he or she can decide which inputs will be fed to the machine. If there is no human, the task is somewhat simplified and `raw data’ can be fed to the computer. However, simulations themselves generate vast quantities of data, far more than can be easily assimilated in raw form, and the need to present the output in a form that is comprehensible to humans is pressing. The advantage of computational models in exploring the dynamics of economic systems in real time and in great detail is offset by the need to represent outputs consisting of extremely large data sets. It is here that the graphical abilities of modern computational devices and their real-time solutions of the models contribute to another shift in method -- replacing understanding based on the syntactic representations of those outputs with a visual understanding. This is part of a more general issue of information compression, the need to construct new ways of presenting information so as to highlight essential content.


 I used the expression `real economies’ earlier to distinguish economic systems that exist  in a laboratory or in the everyday world from those economic systems that operate entirely within the artificial worlds of computer simulations. The ease of generating simulated data raises two issues characteristic of computational economics. The first is the need to sharply separate claims based upon simulated data that is generated from explicit assumptions about the model from serious tests of a model based upon data gathered from real economic systems. Although the difference between the two is clear enough, a blurring of the difference can occur for a number of reasons. The advantages of using simulated data are striking: the properties of the data, such as the statistical distribution from which they are drawn, are known exactly and can be controlled; measurement error is largely non-existent, and experiments can be replicated exactly with the same data points. Moreover, simulated data are cheap and much larger data sets can be used than is generally possible with sets of empirical data. Needless to say, they provide no test of the real-world adequacy of the assumptions governing the model. However, there is an essential difference in this regard between normative and descriptive economic models of the kind discussed above. With the former, simulated data are acceptable, whereas in the latter they are not.  Rather differently, the problems associated with the empirical underdetermination of theories are magnified when simulated data are available. The vast number of possible mechanisms that can be explored using simulations often lead to intuitively plausible results being produced and the psychological attraction of assuming that the mechanisms underlying the simulation have captured the economic mechanisms producing the analogous real world data can be irresistible. Without explicit caveats to counteract this (for an example of such warnings, see Axelrod [1997]) It is easy to come away with the impression that some result about real economies has been established. These exploratory investigations are best classified as `how possibly’ explanations rather than as answers to `Why?’ questions.
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	�I shall not discuss analog simulations here since they play no significant role in contemporary computational economics.


	� A well-known example is the non-existence of a formula giving solutions in terms of radicals for an arbitrary fifth order polynomial with rational coefficients, the famous general quintic result.


	�It is worth emphasizing that `computable’ does not mean `numerical’. It includes algebraic computations as well. 


	�A problem falls into the class PSPACE if it can be solved by a deterministic or indeterministic Turing machine using only a polynomial amount of memory, although it may need an unbounded number of steps. By Savitch’s Theorem, the class of PSPACE problems is identical to the class of NPSPACE problems.


	�Informally, an NP-hard problem is one that is at least as hard as an NP decision problem.


	�Feasible computability is not relativized to a particular class of computational architectures, as, for example, are the various complexity classes.


	� � HYPERLINK http://www.atdesk.com��http://www.atdesk.com� The received wisdom is that the conversion from fractional equity pricing to penny differentials aided the rise of automated trading.


	�The superiority of computer based methods is implicitly acknowledged by the development of procedures by internet chess groups and on-line poker rooms to detect such assistance.










